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Background 
In today’s world, software applications and web based services have exploded into nearly every 
facet of our lives. Digital services, such as Gmail, are provided seamlessly to an end user, but 
on the backend require massive data centers of hardware infrastructure that needs to be 
provisioned and maintained by the service provider. Similarly, most modern software 
applications, while they may run on a local computer or smart device, provide some functions 
that are delivered over the internet. Such functions are also powered by physical infrastructure 
that resides in a data center. 
 
A few companies, such as Google, have the resources to build massive custom data centers 
from scratch. Some other companies ‘rent’ public cloud infrastructure via services such as 
Amazon AWS, while many more create their own private data centers using hardware and 
software infrastructure provided by companies like Nutanix.  
 
Data center infrastructure can be a complicated, multi-faceted domain. Users have to handle a 
full stack from low level hardware components (e.g. storage disks), to virtual entities (e.g. virtual 
machines) to higher level features and abstractions (e.g. disaster recovery). Nutanix’s approach 
to this problem is to abstract away as much complexity as possible from our users, and strive to 
provide infrastructure that is truly invisible. We are constantly building and taking steps towards 
this ultimate goal. 
 
A good example of this is the Nutanix upgrade experience. Traditionally in data center 
environments, upgrades are a notoriously difficult and time consuming process. But with the 
Nutanix stack, the process has been automated and numerous forms of complexity have been 
abstracted away. For the end user this means upgrades are as simple as a single click, as 
opposed to hours upon hours of tedious and error prone work. 
 
The IT professionals who manage data center infrastructure are technically inclined individuals, 
but are not software developers. Some may be comfortable writing simple scripts, while others 
may not. Thus we cannot rely on them using command line tools and writing code to manage 
their infrastructure. They deserve and require a great user experience via a graphical user 
interface, just as users in the consumer space do. 

http://nutanix.design/video/nutanix_ux_awards_2017.mp4


Problem Statement 
The aforementioned richness of data center related objects and functionality, leads to large 
information architectures that can be difficult to navigate in a conventional user interface. After 
numerous releases and the continual addition of new features and managed entity types, 
Nutanix started reaching the scalability limit of conventional approaches. This caused us to 
rethink the direction of our overall UX. 
 

Solution 
This section goes through an interactive prototype of the design that we’ve created for the future 
of our management console. This is the third major iteration of the design, and it currently 
undergoing final polishing while being implemented by the engineering team. 
 
The system leverages search as a tool to enable more intent based interaction with the system, 
flattening hierarchy and enabling efficiency. In addition to search, users can still navigate 
conventionally via click based interaction, as early research indicated the importance of 
supporting users who are more click inclined as well as those who gravitate towards search. 
Due to the nature of integration between navigation and search, click based interaction helps to 
aid in discovery and teach users what search is capable of. 
 
 
Main Interaction 
The user starts on the global dashboard. It’s been left empty in this prototype, but in the actual 
product will contain a variety of useful information. A common task in a datacenter environment 
is to view information about entities of a specific type, such as virtual machines. To do this I can 
go up to the navigational menu, hover over virtual infrastructure, and then click on virtual 
machines (1-3). 
  



 
1) Global Dashboard 
 

 
2) Open main nav, click on VMs 
 



 
3) VMs Page 
 
 
Notice after I’ve done this, the global search box reflects my new context, providing an 
affordance that this can be simply typed into the search box. If I wanted to view the full list of 
individual virtual machines, I can click entities in the sidebar. Again notice how the search box 
has reflected this (4). 
 

 
4) VMs > Entities Page 
 
 
 



Now let’s say I wanted to view some information about hosts in the system. I could again use 
the global navigational menu, or I could just use the search bar. Here, we can type in hosts. 
Auto complete shows some relevant entries (5). First it is suggesting the main hosts page, and 
then it is suggesting two common sub tabs within that page. The last item is to perform a 
general search across the system. This is similar to the model that exists in web browsers. If I 
type cnn into a web browser, the first autocomplete item will likely be to navigate me to cnn.com. 
Below that entry, will be another result to perform a google search that will let me see a list of 
search results related to the term I entered. Our application is providing a similar model here. I’ll 
click on the first entry to navigate to the hosts page (6). 
 

 
5) Search for hosts 
 
 
 



 
6) The hosts page, after clicking on the first autocomplete item. 
 
 
Now let’s say I suspect there is an issue with one or more cluster objects and I want to check 
the alerts. I can go ahead and search for clusters alerts to jump directly to the relevant view (7, 
8). Here is can see a list of alerts across all my cluster objects. 
 
 

 
7) Search for ‘clusters alerts’ 
 



 
8) Selecting the first autocomplete item jumps me to the desired view 
 
 
 
 
Filters & Favorites 
If I want to define filters, I can do so in a couple different ways. First I can open up the filter UI 
and click to specify my desired filters (9). Doing so, would result in a filter string being added to 
the query to reflect context and help the user learn that such filters can also be typed into the 
search bar (10). 
 



 
9) Hosts page after expanding filter area 
 
 

 
10) Typing a filter directly into the search bar 
 
 
If the resulting page was a view that I commonly look at, it can be favorited. Clicking the star in 
the search box creates a bookmark and will show an animation that helps the user understand 
that the bookmark can be accessed in the global navigation menu. 
 
 
Retaining Context 
Looking at information is often a hierarchical process. For example, I may start looking at 
clusters and notice two of them have critical alerts (11). I would then want to look at each of 



them them for more information. I’ll click on stark first, to go the page for this object.  
 
When doing so, I may click on several pages to look at different aspects of this entity. After 
getting the desired information, I want to go back so I can look into the second cluster I was 
interested in. To aid in this, a back link is provided to go back to your previous context (12). This 
is different from the browser back which would cycle through each individual sub page that was 
visited. This allows you to quickly jump back to your previous context when you are done in the 
current one. 
 

 
11) Clusters view showing two clusters with critical alerts 
 

 
12) After drilling into cluster ‘stark’ a ‘Back to Clusters’ link is provided to return to the previous 
context. 
 
 
Infrequent Actions 
Certain actions that are done infrequently can often be difficult to locate in an application with a 
variety of rich functionality. It often requires digging and reading through a series of menus. To 
help with this, such items are integrated into the search framework. For example, if I want to 
modify the proxy settings for my environment, I can simply type it into the search bar and get 



directly to the relevant settings (13). Note, I could also have gone through the global menu if I 
was a more click inclined user. 

 
13) Quick access to lesser used functionality, such as proxy settings. 
 
 
 

Process 
This design has been the result of a lengthy process which included competitive analysis, initial 
ideation and iteration, concept validation, and 3 usability studies. 
 
During the initial ideation phase, numerous aspects of the design were explored. One early 
model pushed the bounds of a search approach by confining click based navigation to one small 
subtle dropdown, and also separated the application into two main areas, dashboard and 
explore (14). Other models explored the use of breadcrumbs in different ways (15). Different 
auto complete models were also explored and iterated on (16).  
 



 
14) Early wireframe 
 
 
 
 

 
15) One of the breadcrumb models that was explored 
 
 
 



 
16) An autocomplete model that was explored 
 
 
As the visual fidelity progressed, additional exploration was performed. Different designs of the 
global menu were prototyped, such as one approach that shows all items up front (17). Another 
model attempted to give rid of any navigational menus by having a persistent left hand sidebar 
(18). 
 

 
17) Global Nav menu exploration 
 
 



 
18) Model exploring a persistent left hand navigational sidebar 
 
 
 
Initial concept validation was done to test the idea of converged search and navigational 
mechanisms as well as gather preliminary usability feedback (19). This study had 5 users and 
overall the concept of a more prominent search that was tightly integrated with navigation was 
well received. Additionally, among the participants we noticed two classes of users; clickers, 
who were more inclined to click to get around the interface, and searchers, who were more 
inclined to search. From this early feedback we realized that it was important to support both 
forms of interaction, as opposed to going in a purely search based direction. Additionally, our 
central principle of leveraging click based interaction to teach what is possible through search 
proved effective, as all but one participant adopted search an increasing amount as the study 
went on. 
 



 
19) Screenshot from the first prototype 
 
 
On a thread separate from navigation, the project also includes new overview pages for different 
entity types. We performed concept validation to get feedback on the initial widget design of 
such pages (20). From here, we learned the importance of being able to correlate different 
pieces of information, such as alerts and performance anomalies. In the final design, this 
particular requirement is supported by histograms which show the distribution of recent activity 
(21). We also identified the need the highlight individual entities within a resultset that are 
problematic or require attention. Thus we introduced the concept of ‘Suggested’ items that are 
driven by backend intelligence of the system (21). 
 
 
 



 
20) Initial widget design for entity page (e.g. VMs) 
 
 
 



 
21) Refined widget design based on feedback from users 
 
 
 
The third research activity was a usability test of a refined prototype. This prototype introduced a 
lot functionality that was missing in the initial prototype, and refined the design of almost every 
aspect of the system. Again, the overall approach was well received. One area of improvement 
that we identified included the global navigational menu, which was too busy and the 
terminology of the categories didn’t resonate with users (22). Another issue included editability 
of the search query. Items in the search query were shown as ‘bubbles’, which reflected how the 
system had interpreted their query (23). The bubbles were useful for this purpose, but also 
made it cumbersome for users make modification to their query. In the latest design of the 
system, autocomplete more explicitly reflects the query interpretation and the query string is 
plain editable text. 
 



 
22) Design and terminology of the global nav was an area of improvement 
 
 

 
23) Blue ‘bubbles’ in the search box hindered editability 
 
 
The 4th and latest phase of research included an updated prototype with variety of fixes from 
the previous study. This round of testing was done on 15 users, ranging from completely new to 
very experienced with the current product. Overall, again the experience was well received. 13 
users reported being positive on the approach, 1 was neutral, and 1 wasn’t asked due to time 
constraints. Both searchers and clickers were able to effectively use the interface to complete 
the various tasks given to them. Smaller usability issues were identified and are in the process 
of being addressed. 
 
 

Summary 
As applications become richer and support more functionality, information architectures and 
navigational mechanisms become more complex. Search is commonly viewed as a way to 
navigate through vast amounts of content, but learning search capabilities can be difficult and 
some users are more inclined to click than search. 
 



By merging search and navigation into one seamless construct, click based navigation is 
retained, while a more efficient search based way to access content is also available. 
Additionally, through conventional click based interaction with the system, users can see their 
actions reflect through search and thus learn its capabilities. In that way, click based navigation 
isn’t just a crutch for people who aren’t inclined to search, it also provides a natural ramp for 
users of all types to understand, learn, and adopt search behavior. The concept of learning was 
tested and effectively validated during the different research studies performed over the course 
of the project. 
 
The utility of a search based experience extends beyond navigational capabilities. Such a 
system also affords ranking and the ability to highlight content based on the user's’ current 
context. Suggested content can be driven by technologies like machine learning and become 
richer over time as such technologies mature. In that way, we can further reduce the interaction 
burden on the user, by surfacing critical information or even automatically resolving issues on 
the user’s behalf. For all these reasons we believe that this new UI paradigm is well positioned 
both now as well as in the future. 


